ENS Paris-Saclay Master 2 MVA

Introduction to Statistical Learning

Exercise set #1

Exercise 1 - Consider the binary classification model where the random pair (X,Y") has distribution
P over R x {0,1} and:

ﬁ(X ‘ Y = ) :Z/{([O,H]),
LX Y =1) =u([0,1]),
p=PY =1).

with p,6 € (0,1) fixed.
Compute the posterior probability

n(x) =PY =1[X =),

for any x € R, as a function of p,f. What if § = 1/27

Correction 1 - Let fif(z) = fx(z | Y =1), fy(z) == fx(z | Y = 0). We have

_ fx(@)P(Y =1)
fx(x)
pfx(x)

If < x, then fx(z) =0. fx <0orz > 1, fy(z) = fi(z) = 0. For any 0 < = < 6, we have
fx(x) =% Forany 0 <z <1, fif(z) = 1.

Conclusion. Overall,
0 ifx <0,

Op
() =4 0p+(1—-p)
1 ifd<x<l,
0 ifzxz>1.

If 6 = 1/2, we have for all 0 < z < 6, n(zx)

if0<ax<,

—_ _P

p— 71) p—
p+2(1-p) — 2—p°

Exercise 2 - Consider the binary classification model where the random pair (X,Y") has distribution
P over Ry x {0,1} and :

e the marginal distribution of X over R, is denoted Px,

e the conditional distribution of Y fiven X = z is a Bernoulli distribution with parameter
n(z) = ;37 for any z € Ry and for fixed 6 > 0.

Find the Bayes classifier for this model (i.e., the minimizer of L(g) = P(Y # g(X))) over all measurable
classifiers g : Ry — {0,1}. Give the expression of the Bayes error L* = L(g*) in the case where
Px =U(]0,a0]) with a > 1. What is the value of o that maximizes L* ?
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Correction 2 - Let g: Ry — {0,1} a classifier. We have P(Y =1 | X =z) =n(z) =
x € Ry. The error of a classifier is given by

PY # g(X)) = E(1yx)2v (2))
=E(lyx)=0(@)P(Y =1[ X =2) 4+ 1yx)=1(2)P(Y =0 | X =x))
= E(n(z)1gx)=0(z) + (1 = n(x))Lgx)=1(z))

The Bayes classifier g* is given by

245 for any

‘() = 1 ifn(z) >1/2 <= x>0,
T =00 i) <1/2 — <0,

= ﬂ:c>9(x)

Conclusion.
g"(r) = Iz>¢(2)

Moreover, the Bayes error is given by

L(g*) =P(Y # g(X))
=E(n(z)Lyx)=0(z) + (1 —n(z ))lg(X)=1(‘L’))

—/n )Py (x +/ (1 — n(x))dPx (z)

In the case where Px = U([0, af]), this yields

/n )dPy (x +/1— ))dPy (2)

_/0 x—i—@) 9dm+/9 (:rf—@)d

a9/ ( l‘+9>da:+/9a0(:;i9)dx

= @ (0 — (0In(20) — 01n(0)) + (O 1n(ab + ) — 61n(26)))

_ 6In(6) + In((a + 1)8) — 201n(26) + 6
2In(9) + In(1 + a@)a_ 21n(26) + 1
1+2In(5) + lnoél + )
1—2In(2) iln(l + )

(0%

Conclusion.
1-2In(2) +In(1+ «)

L(g*) = "

We can obtain the value of o maximizing L(g*) by computing the first order optimality condition:
dL*
do. 0

a (a+1)(1 —2In(2) + In(1 + «))
(1+a)a? (a+1)a?
< a—(1+a)(1-2n2)+In(l+a))=0
<— a~1.80

— =0
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Conclusion.

L(g*) ~ 1.80
e L)

Exercise 3 - Let X = (T,U, V)" where T, U,V IID real-valued random variables with exponential
distribution £(1). Define Y = 1{T' + U + V < 0} with fixed 6 > 0.

1. Find the Bayes classifier g*(T', U) when V is not observed. Give the expression of the classification
error of g* (also called Bayes error). Compute it for § = 9.

2. Now assume that only T is observed, and address the same questions as above.

3. Propose a classifier for X when none of T',U, V are observed. What is its classification error ?

Correction 3 -
1. The Bayes classifier is defined by

1 if n(t,u) > =,

g*(t,u) =
0 ifn(t,u) <

N~ N~

where n(t,u) =P(Y =1|T =t,U = u). Moreover,

n(t,u) =E(ly<o-r-v)

0—u—t
/ e Vdv=1—e 0Tt ift4u <0,
0

0 ift+u>240,

Conclusion. The Bayes classifier is given by

1 ift+u<f—In2,

(T,U) = Tipu<o-m2(t,u) =
F) = Uil {0 ift+u>60—In2,

Introduce Z =T + U. The density of Z is given by

fae) = [ frlt)fute -t
_ [ etem Dt
t=0

=ze *

Conclusion. With 7(z) = (1 — e *%)1,_4(2), the Bayes error is then given by
L(g%) = E(L:<o-m2(2)(1 — n(2)) + L:>6-m2(2)n(2))

6—In2 0
= /Z (1 —n(2)dfz(z) + n(z)dfz(z)

=0 z=60—In2

2
:6*9(1+9+%—2ln2(1+9)+ln22)

With 6 = 9, L(g*) ~ 0.0046.
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2. Now, n(t) =P(Y =1|T =t) (only T is observed). Let Z =U 4+ V, and fz(z) = ze . Hence,

0—t

n(®) = Licolt) [ e

= Tycp(t)(1 — (0 —t +1)e 07)

Conclusion. The Bayes classifier is given by

1 if0—t—In@—-t+1)>1In2,

*T :]l —0—+t =
g*(T) (0—t+1)e—0-t<1/2 {0 if —t—In@—t+1)<In2,

The Bayes error is then given by
L(g*) = E(min(n(t),1 —n(t)))

9
= /t_o(le—t_ln(o—t+1)>1n2(75)(1 — (1) + Lg_s—m(o—t+1)<m2(t) (n(t)))e~"dt

~ 0.0059 if 6 =9.

Remark

Because we have access to less information, the Bayes error is higher than in question 1.

3. With S = T + U + V, we have fs(s) = £5—. Then () = P(S < 6), so that

0826—3
nw) = | —ds
6_9

Conclusion. The Bayes classifier is given by

g = ]1@*9(92+29+2)<1-
Its Bayes error is

. 0 o—? of
L(g*) = / lﬂe—9(92+29+2)<1(1 - 7(92 +20+2))+ ]‘6_0(92+29+2)>1(7(02 + 20 +2))| ds

~ 0.0062 if 6 =9.

Remark

Because we have access to even less information, the Bayes error is even higher than in
question 2.

Exercise 4 - Find the expressions of f, f_ and 7 in the following probabilistic models :
e Discriminant Analysis : find n

fv=Na(ps,24), f-=Na(p-,%-)

o Logistic Regression : find f, f_

16() ) , -
log | — ] = 1l 0T
08 (1 — 1o(z) h(z,0), typically h(z,0) =0
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Correction 4 - Discriminant Analysis:

1 1 Ty-1
- —5(@—p4) B (—pq)
fr(z) = (27T)d/2HE+H1/26 : N
1 1 Ty—1
= —§($—,U,,) Xz (LL‘—,U‘,)
0= i
We need to compute n(z) = PTme )erfa(fl))) JEE After heavy computations, one can get
1
n(x) = 1/2 1 Ty—1 Ty—1
1+ 1% (H§+H) e~ 3((@—p) ' BT (@ —p-)=(z—pg) "X (z—p4))
Logistic Regression: We assume log (1773;(9%)) = 0" z. Hence,
0T x 779(33)2
p(x)(1l+e =ng(x) +
o ()( ) = no( T
_ mo(@) —mo(@)® +me(2)* _ g7,
1 —ng(x)
1
= ny(x) = 11e0'a
oy _ pf+(x) _ _ fx(=)
But by definition, ng(z) = (o) So that fr(z) = e T
Exercise 5 - Find the optimal elements in the following cases of error measures with binary

classification data :
1. Asymmetric cost - set w € (0,1),
Lo(9) = 2BE((1 = w)ly=11yx)=—1 + wly=—114(x)=1)
2. Classification with mass constraint - set u € (0, 1)

mgin P(Y # g(X)) subjectto P(g(X)=1)=u

3. Classification with reject option - set v € (0,1/2)
Li(g) = P(Y # g(X),9(X) # R) +vP(9(X) = R)

Correction 5 -

1. Asymmetric cost. Using the law of total expectation, one gets
Lu(9) =2Exy ((1 —w

=2Exy((1 —w

=2E((1 —w)n(X

Iy=11yx)=—1 ‘l‘W]lY:flﬂg(X):l)

Ey (Iy=1 | X)Igx)=—1 + wEy (Iy=—1 | X)1yx)=1)
Jgx)=—1 + w(l —n(x))lg(x)=1)

so that ¢*(z) =1 <= w(l —n(x)) < (1 —w)n(zr) <= w < n(x).

)
)

Conclusion.
g*(x) = 2ﬂw<n(z) (l’) =

The Bayes loss is then given by
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2. Classification with mass constraint. We aim to find the solution of
min Ly (g) = E(X)Lg0x0)=—1 + (1 = 1(X))Lyx)=1)
st. PgX)=1)=u

The constraint P(g(X) = 1) = u is equivalent to P(n(X) > ¢) = u for some ¢ € (0,1) (i.e.,
there necessarily exists ¢ that verifies P(n(X) > ¢) = u). Using that n(X) =n(X) — ¢+ ¢, and
1-n(X)=1-q+q—n(x), we have
Lu(9) = E((n(X) = ) 1gx)=—1 + qlgx)=—1 + (1 = @) L gx)=1 + (¢ — n(X)) Lg(x)=1)
=q(1—u)+ (1 = gu+E((n(X) — @) Lgx)=—1 + (¢ = 1(X))Lg(x)=1)

g* then verifies g*(z) =1 <= ¢—n(z) <n(zr) —q¢ <= q < n(z).

Conclusion. The optimal classifier is
g*(x) = 2]lq<77(;1:) — 1,

and its loss is given by

Lu(g9") = E(min(n(X) — ¢,¢ — n(X)) + q(1 —u) + (1 — q)u).

3. Classification with reject option. By definition,
Li(g) =P(Y # g(X),9(X) # R) +7P(9(X) = R).

Hence,
LE(g) = E(Lyx)=—1n(X) + Lyx)=1 (1 = 9(X)) + v1y(x)=R)

There are three values possible to take for the classifier :
g (X)=-1 < n(X) <1-n(X) and n(X)<n,
g'(X)=1 = 1-n(X) <n(X) and 1-n(X) <7,
JF(X)=R <= ~v<n(X) and y<1-—nX).

Conclusion. This is equivalent to
g (X)=-1 <= n(X) <7,

gFX)=1 <= 1-n(X) <,
G(X)=R <= y<n(X)<1-7.

Reject
[ L, 4+ 7 7 4 47 N |
| 77777 7] |
0 Y 1 1—7 1
n(X) ?

Exercise 6 - Consider (X,Y) a random pair that models classification data with labels in {0, 1}.
Define the following classification error

Lu(9) = EQ2w(Y) - Ty £4(x))

where w(0) + w(1) = 1. Consider the unit square in R2.
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1. Plot the curves defined by g — (P{g(X) =1|Y =0},P{g(X) =1|Y = 1}) when g varies such
that L,(g) = C with C fixed, for different values of C.

2. Same question but assuming now that P{g(X) = 1} = C with C fixed.

Correction 6 -

1. Assume L, (g) = C. If w(0) = 0, this means that 2P(¢(X) =0]Y =1)=C <= P(g(X) =1
Y =1)=1-C/2. Else,

C = Lu(9)
—= C=2w0)P(g(X)=1|Y =0)PY =0)+2w(1)P(g(X)=0]|Y =1)P(Y =1)
— C=200)P(g(X)=1|Y =0PY =0)+2(1 -w(0)(1-P(g(X)=1|Y =1))(1-P(Y =0))
—= C=2(1-w(0)(1-PY =0)) +2w(0)P(¢g(X)=1|Y =0)P(Y =0) —2P(9(X)=1|Y =
2(1

e Pg(xX)=1|v =0)= £= 2;“’0()01;21/ =
LBP(X)=11Y =101 - w(©0)(1 - P =0))
SO)F(Y =0)

Hence, a classifier g verifying C' = L, (g) must verify the linear relationship

(1 -w(0)(1 -PY =0)) C —2(1 —w(0))(1 — P(Y

P(g(X)=1]Y =0) = P(g(X)=1]Y = 1)+

w(0)P(Y =0)
The curve is thus a linear function.

2. Now if P(g(X) = 1) = C, this means that

C = P(g(X) = 1)
e C=Pg(X)=1]Y =0)P(Y =0) +P(g(X)=1]Y = DP(Y = 1)

= P(g(X)=1]Y =0)=—

Again, the curve is a linear function.

Exercise 7 - We consider the model for classification data where X is a random vector on R? and
Y is a random variable taking values in {—1,+1}. We deonte n(z) = P(Y =1| X = z) the posterior
probability. We consider the following problems for which the question is to compute the optimal
decision rule g* or f* - please also provide the main proof arguments.

E((Y — g(X))?) where g : R — {—1,+1}

1. Criterion to minimize : R(g) = E(

2. Criterion to minimize : R(f) = E((Y — f(X))?) where f : RY = R

3. Criterion to minimize : A(f) = E(exp(—Yg(X))) where f : R — R U {—o00, +00}

4. Criterion to minimize : A(f) = E(log(1 + exp(—Yg(X)))) where f : R? — R U {—o00, +-o0}

5. Criterion to minimize : As(f) = E(max(0,1 — Y f(X))) where f : R = R

Explain why such criteria are relevant for the binary classification problem.

Correction 7 - Let n(X)=PY =1| X =x).
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1. We aim to find the classifier minimizing the quadratic risk:

R(g) = E((Y — g(X))?)
= E(2’ 1y £y(x))
= AE((X)Ly(x)=—1 + (1 = n(X))Lyx)=1)
which is defined by

o1 () > 1/2,
g(m)_{—1 if n(z) < 1/2.

This is the Bayes optimal classifier.

2. We aim to find the regressor minimizing the quadratic risk:

R(f)

E((Y - f(X))?)
(1= fl@)*n(@) + (=1 = f(2))*(1 = n(x)))dPx (z)

8

(1+2f(2) — 4f (x)n(z) + f*(x))dPx (z)

8

I
\\8\
8

|
8

((f(z) +1)* = 4f (x)n(z))dPx (z)

which is defined by
f*(w) = argmin(y + 1)* — 4yn(x)
y

= argminy? + (2 — 4n(x))y + 1
. 2—dn(z)

=-—

= 2n(z) =1

This optimal regressor is relevant for giving confidence measures of the output of the Bayes

classifier.

3. We aim to find the regressor minimizing the exponential risk:
A(f) = E(exp(-Y £(X)))
= [ (1@ )me) + e @)L~ 1) ()
which is defined by

[(z) = arg ryneiﬂg exp(—y)n(x) + (1 —n(z)) exp(y)
=F(y)

Differentiating yields F’'(y) = —n(z) exp(—y) + (1 — n(z)) exp(y) = 0 <= exp(2y) = i()x)

Hence,

() = %log n(x)

Remark

This regressor is the minimizer of the exponential loss. This loss is used for instance
in AdaBoost. It induces the same Bayes classifier as the square loss: sgn(f*(z)) =

sgn(n(z) —1/2).
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4. We aim to find the regressor minimizing the logit risk:
A(f) = E(log(1 + exp(-Y f(X))))
= /_ Z(log(l + exp(—f(x))n(x) + log(1 + exp(f(x)))(1 — n(x))))dPx (x)
which is defined by

J" (@) = argminlog(1 + exp(—y))n(x) +log(1 + exp(y))(1 — n(=))

=F(y)
Differentiating yields
0=F'(y)
_ iy (Y oty P
= 0= )1+exp(—y) ( ())1+exp()
— 0= —n(z)exp(=y)(1 +exp(y)) + (1 —n(z)) exp(y)(1 + exp(—y))
= 0=—n(z)(exp(—y) +1) + (1 —n(z))(exp(y) + 1)
— 0=(1—n(x))exp(y) + (1 = 2n(z)) — n(x) exp(—y)
= 0= (1-n(x))exp(y)* + (1 — 2n(z)) exp(y) — n()
y _ —(I=2n(x))+1  n(x)
T T 2 ae) 1)
The optimal regressor is then given by
f*(z) =log 1 i(;c()x)-

Remark

The logit loss is well-calibrated: we have that sgn(f*(z)) = sgn(n(x) — 1/2). Moreover,
we recover the link between the regressor and the posterior probability via the sigmoid

function: o(f*(z)) = n(x).
5. We aim to find the regressor minimizing the risk:
As(f) = E(max(0,1 - Y (X))
— [ max(0,1 - f(a))n(e) + max(0,1 + F(2))(1 - (@) dPx ()
which is defined by
(@) = arg min max(0, 1 — y)n(e) + max(0, 1+ y)(1 - y(z)

=
=F(y)

We have that
(I+y)(1—nx) ify>1,

Fly) =@ =yn(z) ify < -1,
(1 +y)(1=n) + (A —y)n(z) f-1<y<1.
But, forally > 1, F(y) = (1 +y)(1 —n(z)) > 2(1 —n(z)) = F(1). Similarly, for all y < —1,
F(y) > F(—1). Hence, we can differentiate F' on [—1, 1] to find the minimum and this yields
Fly)=1-2n(z) >0 < n(z) <1/2,

so that the minimum is reached at

-1 ifn(z) <1/2,

fHx) = [=L1] ifn(z) = 1/2,
1 ifn(z) > 1/2.
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Remark

Here, f* only takes discrete values. The loss is used by SVMs. The fact that f* is bounded
on [—1,1] is directly linked with the essence of SVMs: the classifier only takes into account
the points near the decision bound and does not decreases its loss on points far from it.

Remark

All the losses from questions 2 to 5 are convex. It ensures that the problems are well-posed:
in practice, those are empirically solvable and aligned with the Bayes optimal classifier from
question 1.

Exercise 8 - Consider IID random pairs (X,Y) and (X’,Y”) over R% x ). Set the following posterior
probabilities :
Ve, o' e RY, pu(z,2) =P(Y -Y' >0| X =z, X' =2'),
p—(z,2)=PY -Y' <0| X =2,X =1,

and for any preference rule 7 : R x R — {—1,0,1}, consider the pairwise error measure

L(m) =P((Y —Y") - (X, X') < 0).

1. Find the Bayes rule 7* and the Bayes error L* = L(7*) for this problem, as well as the excess
of risk L(w) — L* for any preference rule 7 (will involve p; and p_).

2. Assume )Y = {—1,+1} and denote by n(z) = P(Y =1 | X = z). Provide the expressions for
p+(z,2") and p_(x,2") and discuss how the behavior of 7 could lead to difficult situations for
the learning process to be efficient.

3. Assume now that J = R and that Y = m(X) + 0(X) - N where m and o are Px measurable
functions, N a random noise with normal distribution N (0, 1), while N and X are independant
variables. Provide the expressions for p (x,2) and p_(x,2’) in this case and discuss the relation
between properties of the model and the learning process.

Correction 8 -

1. 7 minimizes the pairwise error :

L(m) =P

Y 7(X,X") <0)

(Y
Ly —yyn(x,x")<0)

E(ly yr<olzx,x>0 | X =2, X" = 2") + E(ly —yrs0la(x,x)<0 | X = 2, X' = 2'))

E
E
E
E(p— (X, X") 1r(x,xn=1 + p+ (X, X)L (x,x1)=-1)

(
(
(Iy —yr<olrix, x>0 + ly—yr>0lx(x x7)<0)
(
(

Remark

There is probably a mistake in the text: 7 : R x R? — {—1,1} rather than {—1,0,1}:
otherwise, 7" = 0 is the Bayes rule.
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Hence, the Bayes rule is given by

* / 1 if p_(LB,SC,) <P+(ﬂf,$/),

™ (l’,l’ ) = . / /
-1 1fp_(x,x)>p+(:c,$).
For any rule 7, the excess risk is given by
L(m) = L* = E((p+ (X, X') = p—(X, X)L (x,x)=1 1 (x, x)=—1
+ (0= (X, X') = p4 (X, X)) Lr(x, x)=—1 Lo (x,x7)=1)
= E((max(p_ (Xa X/)v p-‘r(Xa X/)) - min(p_ (Xv X,)a p+(X, X/)))]lw(X,X’);«éﬂ*(X,X’)

2. If Y = {—1,+1}, we have that

pi(z, 2 ) =PY -Y'>0| X =z,X =1
=PY=1,Y=-1|X=2X =2)
—P(Y =1|X =2)P(Y' = 1| X =2
= n(z)(1 —n(a"))
Similarly,
p—(z,2)=PY -Y'<0| X =2,X =1

(
=PY=-1Y=1|X=zX"=2)
PY=-1|X=2)PY ' =1|X"=2)
— n(@')(1 - n(a)
If n is heavily imbalanced, the learning process can be unefficient because of p, and p_ will be
close to 0.

3. In this case,
pi(z, ) =PY -Y' >0| X =z,X' =2

=P(s(z,2"), Z > m(z') — m(z))

where @ is the distribution function of N (0, 1).
-+ ()

The Bayes optimal rule only depends on sgn(m(x) — m(z')). Moreover, the difficulty of
the learning process will be driven by the ratio between the signal (means m,m’) and the
noise (standard deviations o, ¢’). If the gaussian distributions are intertwined (i.e., similar
means or large stds), learning becomes challenging.

Similarly,

Remark
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